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Details of AutoPhase Algorithm
Feature Extraction
AutoPhase uses AdaBoost for feature selection and classifier training. AdaBoost is an ensemble learning algorithm that combines multiple weak classifiers into a strong classifier. Psuedo-code for the AdaBoost algorithm is shown in Table SI.
Algorithm 1 AdaBoost algorithm based on unbalanced data
Input: , where samples  and expert labels.
   Initial weights:
   if  then
      
   else
      
   end if
   for  do
        Find weak classifier  that minimizes 
        Choose 
        Add weak classifier to the strong classifier 
        Update weights:  for all 
        Re-normalize  such that 
    end for
Output: The strong classifier 

AdaBoost works by maintaining a collection of weights over the training samples and adjusting them after each weak learning cycle adaptively. The weights of the training samples that are misclassified by the current weak predictor/classifier will be increased while the weights of the correctly classified samples will be decreased.
We used single feature classifiers as the weak classifier used by AdaBoost. The ensemble/strong classifier is then trained using the AdaBoost procedure as shown above. A decision tree is used for the weak classifier in this paper. To enhance the generalization of the algorithm, we employ one split of decision tree. We have also tested other strong classifiers such as support vector machines as the base classifier with negligible performance gain. To speed up the algorithm run time, the threshold for the splitting is calculated based on following equation:

Where  and  are the mean value of positive and negative features in the current dimension.  and  are the standard deviation of positive and negative features in the current dimension. For each iteration, AdaBoost will select the feature with minimum error, defined as the weighted summation of the incorrectly predicted features under the current threshold. 

AutoPhase Performance as Function of Training Data Size
In Table S1 the accuracy of the AutoPhase algorithm as a function of the percent of the data that was used in the training data. In the main text, 66% of each data set type was used in the training data. Training data selection was performed in the same manner as described in the main text, where for a given data type, the data sets were randomly split into three equal sized sub-sets initially. This process was repeated for the number of species identified in a given data type and for every data type, resulting in 1 set of subsets for the Raman data, 3 sets of subsets for the fluorescence data, and 2 set of subsets for the XRD data. Two of the subsets of each set were then chosen as the training data set, and the remaining set was chosen as the prediction set. A percent of the data in each training data set was chosen to train the algorithm, and phase/species identification was performed.
	Percent Data In Training Set
	Accuracy (%)

	
	Inconel Oxide XRD
	NiO XRD
	α-Al2O3 - Fluorescence
	γ,θ-Al2O3 - Fluorescence
	NiO Fluorescence
	NiO Raman

	
	Without Data Processing

	66
	100.0
	98.4
	88.9
	98.4
	98.5
	97.6

	52.8
	100.0
	95.0
	91.1
	95.1
	98.5
	98.4

	39.6
	100.0
	91.7
	92.6
	96.8
	97.1
	96.7

	26.4
	100.0
	91.7
	88.8
	96.0
	94.1
	97.6

	13.2
	73.7
	81.9
	88.1
	81.8
	94.8
	95.1

	6.6
	**
	67.2
	82.4
	82.6
	78.5
	64.7

	
	With Data Processing

	66
	No Further Data Processing Performed
	99.3
	97.5
	98.5
	98.4

	52.8
	
	99.2
	96.7
	97.7
	99.2

	39.6
	
	99.2
	97.5
	77.0
	98.4

	26.4
	
	99.2
	97.5
	77.0
	96.7

	13.2
	
	93.2
	95.9
	86.4
	89.6

	6.6
	
	88.0
	87.6
	86.4
	68.6

	**Only one negative sample for the Inconel Oxide XRD would exists, causing extreme bias, so no test was performed.


TABLE. S1. The accuracy of the Autophase algorithm as a function of the percent of data used for training. The top section of the table is the accuracy of the algorithm without any data processing, and the lower section of the table is the accuracy of the algorithm with data processing. The XRD species are not included in the lower section of the table as no further data processing was performed.
Summary of Feature Analysis
Below, an example of the contributing features for all species and data types are plotted and a short analysis is given.
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FIG. S1. A pictorial depiction of the most contributing features that AutoPhase identified for a subset of the α-Al2O3 fluorescence data. For illustration purposes, the 52 Ni at. % 10 min annealed fluorescence spectra is plotted along with the features. (a) & (c) The peak features that AutoPhase identified as contributing to the existence of α-Al2O3 for the data before (a) and after (c) processing. (b) & (d) The slope features that AutoPhase identified as highly contributing to the existence of α-Al2O3 for the data before (b) and after (d) processing. The interpretation of the feature intensities and the y-bars surrounding the features is the same as in FIG. 3 of the main text.
FIG. S1. shows the features AutoPhase identified as the most contributing for the existence of α-Al2O3. The plots of the data and before, FIG. S1. (a) & (b), and after processing FIG. S1. (c) & (d), both show that AutoPhase is more likely to identify the presence of α-Al2O3 if the NiO peak at 566 cm-1 Raman shift is suppressed and if there are very strong γ,θ-Al2O3 peaks at 1220, 1250, and 1265 cm-1 Raman shift. AutoPhase also uses the traditional metric to identify the presence of α-Al2O3 by searching for the 1389 cm-1 peak: a reference α-Al2O3 peak. The figure also shows that the post data processing features are more focused on the absence of the NiO peak than the pre-processed data. Finally, the slope features of the post-processed data can be better attributed to peaks in the data associated with individual materials phases as compared to the pre-processed data.
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FIG. S2. A pictorial depiction of the most contributing features identified by AutoPhase for the γ,θ-Al2O3 subset of the fluorescence data. For illustration purposes, the 52 Ni at. % 10 min annealed fluorescence spectra is plotted along with the features. (a) & (c) The peak features that AutoPhase identified as contributing to the existence of γ,θ-Al2O3 for the data before (a) and after (c) processing. (b) & (d) The slope features that AutoPhase identified as highly contributing to the existence of γ,θ-Al2O3 for the data before (b) and after (d) processing. The interpretation of the feature intensities and the y-bars surrounding the features is that same as in FIG. 3 of the main text.
FIG. S2. shows the features AutoPhase identified as the most contributing for the existence of γ,θ-Al2O3. The plots of the data before, FIG. S2. (a) & (b), and after processing FIG. S2. (c) & (d), both show that AutoPhase is more likely to identify the presence γ,θ-Al2O3 if there are very strong γ,θ-Al2O3 peaks at 1220, 1250, and 1265 cm-1 Raman shift and if the NiO reference peak at 566 cm-1 exists and is not very broad. The figure also shows that the post data processing features also are looking for the absence of a very strong α-Al2O3, which would overcome the γ,θ-Al2O3 1265 cm-1 peak.
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FIG. S3. A pictorial depiction of the most contributing features AutoPhase identified for a subset of the NiO fluorescence data. For illustration purposes, the 52 Ni at. % 10 min annealed fluorescence spectra is plotted along with the features. (a) & (c) The peak features that AutoPhase identified as contributing to the existence of NiO for the data before (a) and after (c) processing. (b) & (d) The slope features that AutoPhase identified as highly contributing to the existence of NiO for the data before (b) and after (d) processing. The interpretation of the feature intensities and the y-bars surrounding the features is that same as in FIG. 3 of the main text.
FIG. S3. shows the features AutoPhase identified as the most contributing for the existence of NiO. The plots of the data and before, FIG. S3. (a) & (b), and after processing FIG. S3. (c) & (d), both show that AutoPhase is more likely to identify the presence of NiO if the NiO reference peak at 566 cm-1 exists and if the α-Al2O3 peaks at 1389 cm-1 and 1426 cm-1 are suppressed. The figure also shows that the post data processing features are more focused on the absence of the α-Al2O3 peaks peak than the pre-processed data.
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FIG. S4. A pictorial depiction of the most contributing features that AutoPhase identified for a subset of the NiO Raman data. For illustration purposes, the 52 Ni at. % 10 min annealed Raman spectra is plotted along with the features. (a) & (c) The peak features that AutoPhase identified as contributing to the existence of NiO for the data before (a) and after (c) processing. (b) & (d) The slope features that AutoPhase identified as highly contributing to the existence of NiO for the data before (b) and after (d) processing. The interpretation of the feature intensities and the y-bars surrounding the features is that same as in FIG. 3 of the main text.
FIG. S4. shows the features AutoPhase identified as the most contributing for the existence of NiO in the Raman data. The plots of the data before, FIG. S4. (a) & (b), and after processing FIG. S4. (c) & (d), both show that AutoPhase is more likely to identify the presence of NiO if the NiO peaks at 566 cm-1 and 1109 cm-1 Raman shift exist, but it did not use the presence of the 1500 cm-1 NiO reference peak. The figure also shows that the features did not alter much from pre and post data processing.
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FIG. S5. A pictorial depiction of the most contributing features that AutoPhase identified for a subset of the NiO XRD data. For illustration purposes, the 52 Ni at. % 10 min annealed XRD spectra is plotted along with the features. (a) The peak features that AutoPhase identified as contributing to the existence of NiO. The slope features that AutoPhase identified as highly contributing to the existence of NiO. The interpretation of the feature intensities and the y-bars surrounding the features is that same as in FIG. 3 of the main text.
FIG. S5. shows the features AutoPhase identified as the most contributing for the existence of NiO in the XRD data. The plots show that AutoPhase used the existence of NiO reference peaks at 43.3, 62.9, and 79.4 as indications of NiO existence. They also show that a strong emphasis was placed on the 43.3 2-θ peak, which is the strongest NiO peak in the data sets.
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FIG. S6. A pictorial depiction of the most contributing features that AutoPhase identified for a subset of the Inconel substrate oxide XRD data. For illustration purposes, the 52 Ni at. % 10 min annealed XRD spectra is plotted along with the features. (a) The peak features that AutoPhase identified as contributing to the existence of the substrate oxide. The slope features that AutoPhase identified as highly contributing to the existence of the substrate oxide. The interpretation of the feature intensities and the y-bars surrounding the features is that same as in FIG. 3 of the main text.
FIG. S6. shows the features AutoPhase identified as the most contributing for the existence of the Inconel substrate oxide in the XRD data. The plots show that AutoPhase used the existence of the Inconel substrate oxide peak at 37.7 2-θ and a suppressed 43.3 2-θ peak NiO as indications of the existence the Inconel oxide.

Attached Files:
There are a set of attached files to the supplementary material. A summary of the contents of these files is given below:
Unprocessed Data: This file contains all of the unprocessed spectral and diffraction data from the NiAl bond coats. The different types of data are separated in different tabs inside the excel file. Each data set is described by its Ni at.%, annealing time, repetition number (for Fluorescence and Raman only), and the data set it was placed in for the AutoPhase predictions. The AutoPhase prediction set number labels which prediction set the data belongs. This file also contains the expert’s and AutoPhases species/phase identification as well as a statement if the expert and AutoPhase agreed.
Processed Data: This file contains all of the Processed spectral and diffraction data from the NiAl bond coats. The different types of data are separated in different tabs inside the excel file. Each data set is described by its Ni at.%, annealing time, repetition number (for Fluorescence and Raman only), and the data set it was placed in for the AutoPhase predictions. The AutoPhase prediction set number labels which prediction set the data belongs.  This file also contains the expert’s and AutoPhases species/phase identification as well as a statement if the expert and AutoPhase agreed.
Unprocessed-Fluorescence-Features: This file contains all of the features for the unprocessed fluorescence data that AutoPhase used in its evaluation of species/phase existence. The species/phases are in separate tabs of the excel file.
Processed-Fluorescence-Features: This file contains all of the features for the processed fluorescence data that AutoPhase used in its evaluation of species/phase existence. The species/phases are in separate tabs of the excel file.
Unprocessed-Raman-Features: This file contains all of the features for the unprocessed Raman data that AutoPhase used in its evaluation of species/phase existence. 
Processed-Raman-Features: This file contains all of the features for the processed Raman data that AutoPhase used in its evaluation of species/phase existence.
XRD-Features: This file contains all of the features for the XRD data that AutoPhase used in its evaluation of species/phase existence. The species/phases are in separate tabs of the excel file.
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